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Abstract

Why can I not appropriately utter ‘It must be raining’ while stand-

ing outside in the rain, even though every world consistent with my

knowledge is one in which it is raining? The common response to this

problem is to hold that epistemic must, in addition to quantifying over

epistemic possibilities, carries some additional evidential information

concerning the source of one’s evidence. I argue that this is a mistake:

epistemic modals are mere quantifiers over epistemic possibilities. My

central claim is that the seeming anomaly of the data above arises

from a mistaken conception of what a possibility is.

Word Count: 9113

1 Karttunen’s Problem

Epistemic necessity modals give rise to a familiar puzzle. The puzzle concerns

the fact that we do not use epistemic necessity modals when it seems like we
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should be able to use them, given a natural story about their meaning. The

natural story can be broken down into two main claims:

(i) Epistemic necessity modals are universal quantifiers over possibilities

compatible with what is known.

(ii) Possibilities are possible worlds or possible world states—ways that the

world could be.

Putting these two claims together, we end up with the result that a given

proposition is epistemically necessary just in case it is true in every world

that is compatible with what is known.

Here is a typical case in which the two claims seem to hold. I’m looking

for my wallet. I know that it’s either in my office, my car, or my apartment.

I thoroughly search my office and my car, and I come to know that it’s not

in either place. I conclude by uttering (1):

(1) My wallet must be in my apartment.

At the start of my inquiry, my knowledge excludes worlds in which my wallet

is not in either my office, my car, or my apartment. Then, after I learn some

more, my knowledge excludes worlds in which it is in my office and worlds

in which it is in my car. It follows that every possible world compatible with

my knowledge is one in which my wallet is in my apartment.

Now for the puzzling data. Suppose that my friend and I are going

hiking. I’m waiting outside my friend’s apartment in the pouring rain, when
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my phone rings. My friend is calling, asking what the weather is like. While

I might respond by uttering (2), it would be odd or inappropriate to respond

by uttering (3).

(2) It is raining.

(3) It must be raining.

Intuitively, an utterance of (3) would suggest that I had merely inferred that

it was raining, or that my epistemic position with respect to the prejacent

was in some sense worse than it in fact was. However, every possible world

compatible with my knowledge is one in which it is raining, so the standard

analysis of epistemic necessity modals predicts that (3) is true. Why would

(3) be inappropriate to assert in this situation? Why does it seem to convey

some sort of epistemic weakness? That, in short, is the puzzle, which has

come to be known as Karttunen’s Problem.1

The most common response to the problem is to reject the first claim

of the natural story. What the data shows, on this view, is that epistemic

necessity modals carry some additional evidential information: they are only

used appropriately when the prejacent—the proposition on which the modal

operates—is inferred. This move modifies the first claim, in effect, by intro-

ducing an additional restriction on the set of worlds over which the modal

quantifies. Specifically, it eliminates those worlds in which the prejacent is

1The moniker is bestowed by von Fintel and Gillies (2010), in acknowledgment of
Karttunen (1972), who first raised the puzzle.
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known directly (whatever “directly” means here).2

My goal in this paper is to make the case that we should reject the

second claim instead. I argue that there is an aspect of modal concepts

that is obscured by treating possibilities as worlds, and that it is this aspect

that is responsible for explaining why (3) seems to signal a weaker epistemic

position than (2) does. Before presenting this argument, I begin by raising

some worries about the common view that epistemic necessity modals encode

evidential information.

2 Evidentiality

If we consider a particular well-chosen utterance of epistemic must, such

as the imagined utterance of (3) above, the evidentiality of must seems,

well, evident. However, when a broader range of examples are considered,

descriptive problems emerge. I argue that there are cases in which it seems

that the the prejacent is inferred, but in which must is not licensed, and

that there are cases in which it seems that must is licensed, even though the

2I say more about “directness” below. This approach is defended in (von Fintel and
Gillies, 2010). See also (Swanson, 2008, p. 1203), (Kratzer, 2012, p. 23), (Rett, 2016),
and (Stanley, 2015, pp.136-7). Although this is the most common response, it is not
the only one out there. Stone (1994) appeals to a built-in requirement that there be a
salient argument for the prejacent. Both Mandelkern (ms) and Moss (2015, pp. 67-8)
argue for pragmatic explanations of the data, the former building off of Stone’s account.
Matthewson (2015) argues that the signal concerns, not the source, but the strength of
one’s evidence for the prejacent. Lassiter (2014) considers a wide range of data in defense
of a scalar account of modals more generally, rejecting certain aspects of the common
response, although he ultimately endorses the claim that ‘must’ does encode evidential
information.
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prejacent is not inferred.

In addition to these descriptive problems, there is also a deeper explana-

tory problem with the view, one that is explicitly acknowledged by von Fintel

and Gillies (2010, p. 368). The explanatory problem amounts to the fact that

there is no obvious connection between epistemic necessity and the kind of ev-

identiality posited to co-occur with it. The data, which is cross-linguistically

robust, thus calls out for explanation. I will not argue that these problems

are insurmountable. Rather, my goal in this section is to provide a rationale

for considering alternative approaches to the phenomenon, while surveying

the problematic data a bit more carefully.

2.1 Descriptive Adequacy

In order to pick up some extra cash, you and I decide to work for a game

show. The game is played by one contestant at a time. On a pedestal in

front of the contestant sits an ordinary deck of playing cards. The contestant,

blindfolded, selects one card from the deck. If the Three of Clubs is selected,

the contestant wins the game. Otherwise, the contestant loses. Our job is

to run onstage with a wheelbarrow full of gold coins whenever a contestant

wins.

While you and I are waiting back stage, you are not able to see anything

on stage, and I can only see the back of the selected card. However, the back

of the Three of Clubs card is marked with a large ‘X’ which is visible from

back stage. So, each time a contestant draws a card, I look for the ‘X’ and
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tell you whether we need to run on stage. Elaine, the next contestant, draws

a card and I see that there is no ‘X’ on it. Now, consider the following two

ways that I might report the information that I have.

(4) Elaine lost.

(5) Elaine must have lost.

While (4) is fine, it would be inappropriate for me to utter (5). Nevertheless,

I have not directly perceived the prejacent of (5). I inferred it from my

direct evidence. What I directly perceived is that the card Elaine selected

was unmarked. I combined this with my knowledge that the Three of Clubs

is marked and that one loses if one does not select the Three of Clubs to

infer that Elaine lost. Thus we have a case in which the prejacent of (5) is

inferred, but in which must is not licensed. In other words, this is a case in

which the proposal overgenerates.

There are also cases of undergeneration. That is, there are cases in which

must seems licensed, even though one’s evidence in support of the prejacent

is the result of direct perception. Suppose that I order a bowl of soup at a

restaurant and I request that the chef hold the salt. When the bowl of soup

is delivered, the server tells me that there is no salt in the soup. However,

when I taste it, I immediately detect salt. It would be perfectly natural for

me to utter (6) to the server.

(6) There must be salt in this soup.
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Types of Evidence

Direct Indirect

Attested Reported Inference

Visual Secondhand Results

Auditory Thirdhand Reasoning

Other Sensory Folklore

Figure 1: Willett’s Taxonomy of Evidential Sources

Nevertheless, my evidence for the prejacent is perceptual, not inferential.3

There are plenty of moves that can be made in response to these examples.

One move, seemingly endorsed by von Fintel and Gillies, is to shift from

inference to “indirectness” as the relevant evidential condition, where it is

a vague or context-dependent matter which sources of evidence count as

“indirect.”4 This move is made against the background of the influential

taxonomy of evidential sources provided by Thomas Willett (1988), depicted

in (1).

The labels “direct” and “indirect” are reminiscent of Russell’s distinction

between knowledge by acquaintance and knowledge by description. When

we are acquainted with some object, we have direct epistemic access to it.

3Thanks to Elaine Chun for the example. If an example with visual evidence is pre-
ferred, we can imagine that I become suspicious that the glass of milk I ordered was
powdered milk, despite the server’s repeated denials. After holding the glass up to the
light, visually inspecting it for precipitate, I exclaim: “This must be powdered milk.”

4See (Rett, 2016) for an argument against appealing to indirectness in place of inference.
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When we merely know it by description, our epistemic access is mediated

by a denoting complex. Willett’s idea is that languages that grammatically

encode information about sources of evidence in support of a given fact make

a similar distinction. Some sources of evidence are treated as providing

support for a given fact by putting us in direct epistemic contact with the

fact. Other sources of evidence are treated as providing support for a fact

without putting us in direct contact with the fact itself.

As it applies to epistemic must, it is not obvious what “direct” means. If

we follow Willett, then testimony counts as an indirect source of evidence.

This makes sense, if we think of “directness” as a kind of acquaintance with

a fact. However, straightforward cases of testimony do not typically license

must. If one of my friends tells me that the movie we plan on seeing starts

at 7:00 pm, and another friend asks what time it starts, I would not respond

with (7):

(7) The movie must start at 7:00 pm.

We could take this to show that testimony is typically treated as “direct.”

But, insofar as it is clear that testimony does not give one unmediated ac-

quaintance with a fact, this sort of move does nothing to clarify what “direct”

means. It merely functions as a label for those sources of evidence that li-

cense must, whatever the reason. So we’re left with some problems about

how exactly to characterize the evidential signal.
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2.2 Explanatory Adequacy

While it would be nice to have a theory that accurately describes the data,

we are also in need of a theory that helps to explain why the data is the

way that it is. The standard approach to Karttunen’s Problem proceeds in

a top-down manner. Some examples are examined, a signal is detected and

characterized, and the characterization is then hardwired into the semantics.5

The problem with such a “top-down” semantics is that it looks arbitrarily

constructed. What is the connection between epistemic necessity and infer-

ential evidence? Why is every idiom of epistemic necessity used to express

something about our evidence? And why would an idiom of epistemic neces-

sity be used for a weaker epistemic position than direct perceptual knowl-

edge? We can stitch epistemic necessity and indirect inference together in

an attempt to capture the data, but doing so leaves open the question why

the data is the way that it is.

Of course, we have plenty of linguistic expressions that package together

distinct concepts, but the meanings of such expressions are typically not

cross-linguistically robust. Similar expressions in different languages don’t

always come with all of the same packaging.6 However, according to von

Fintel and Gillies (2010, p. 367), the data in this case is cross-linguistically

robust:

5See the semantics proposed in (von Fintel and Gillies, 2010), in which the evidential
signal is built in as a presupposition.

6To take a simple example, the English word ‘know’ has at least two seemingly distinct
uses—as in ‘I know Bob’ and ‘I know that it is raining’—for which other languages, such
as German, have distinct expressions (‘kennen’ and ‘wissen’).
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We have not found a language whose expression of epistemic ne-

cessity fails to carry an evidential signal of indirect inference. . . This

should raise the suspicion that what we are dealing with should

not be a stipulated, arbitrary part of the lexical meaning of epis-

temic necessity modals, and so it shouldn’t be a lexically specified

presupposition or conventional implicature.

The explanatory problem that results is explicitly acknowledge by von Fintel

and Gillies (2010, p. 368, fn. 26):

We leave this persistent and cross-linguistically stable pairing of

epistemic modals with an indirect inference signal as a mystery.

Our lexical presupposition analysis in the text is simply a place-

holder for the eventual solution to the mystery.

In what follows, I propose a solution to the mystery. Specifically, I claim

that all of the above problems arise because a mistake has been made: the

signal associated with epistemic ‘must’ does not fundamentally concern the

evidence for the prejacent. Evidentiality is a red herring, one that emerges

from taking a top-down approach to the data. What is needed to explain

the problem, I argue, is a bottom-up account that begins with the nature of

modality itself.
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3 Openness

Imagine that you approach a group of people who are in the middle of a

conversation. You hear one of the conversational participants say, “Well,

that’s one possibility.” What information can you glean from overhearing

that remark? One thing that you can glean is that there is some issue or

question that is taken to be open or unsettled, which the conversational

participants are aiming to settle.

The issue might be a theoretical one: how to explain the double-slit

experiment. It might be practical: how to get to the conference hotel. It

might concern the future: how will climate change affect coastal cities? It

might concern the past: when did horses first arrive in North America? The

utterance of the conversational participant reveals that a particular answer

to an open question of this sort has been proposed, but the question has been

left on the table. It isn’t taken to be settled. That’s why it makes sense to

characterize the proposal as a possibility.

I propose the following account of what it means to characterize some-

thing as a possibility:

Possibility: For proposition p to be a possibility just is for p to

be an answer to an open question.

The modal operators ♦ and � have their standard quantificational meaning,

on my view: possibility and necessity modals are, respectively, existential
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and universal quantifiers over possibilities; but possibilities are relative to

open questions.7

It is the conceptual connection between possibilities and open questions

that I claim has been neglected in discussions of modality. I argue here

that Karttunen’s Problem arises from a failure to appreciate this connection

between modality, on the one hand, and the distinction between settled and

open questions, on the other.8

That the distinction between issues that are settled and those that are

open is at all relevant, let alone central, to the concept of possibility may

strike some readers as outlandish. In particular, those readers who are caught

in the grip of the picture of modality as concerning a space of alternative

worlds may find the modal claims that I defend below to simply get the sub-

ject matter wrong. On the contrary, I claim that modality without openness

is like Hamlet without the Prince of Denmark.

In what follows, I will explain and defend this claim. A complete defense

of this conception of modality in terms of openness lies well outside of the

7Throughout this paper, when I speak of a question, I mean a ‘mention all’ question;
when I speak of an answer, I mean a complete answer. The rationale for this restriction
in characterizing possibility is that the answers given to ‘mention some’ questions are not
alternatives to each other. See George (2011) for a helpful overview of work on ‘mention
some’ questions. Thanks to Scott Grimm for discussion here.

8This is not to say that questions have been ignored completely in the literature on
modality. Questions play a central role in the framework of Inquisitive Semantics. See,
for example, (Ciardelli, et.al., 2009) for a discussion of epistemic modality within that
framework. Yalcin (2011) and Willer (2013) both appeal to questions in their epistemic
modal semantics. Khoo (2015) appeals to questions in giving a semantics for conditionals.
Although questions play a role in all of these approaches, the tight conceptual connection
between open questions and possibilities is neglected. As a result, none of these approaches
provide the resources for solving Karttunen’s Problem, or so I argue below.
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scope of this paper. The main goal of this paper is to show how this con-

ception of modality in terms of openness yields a straightforward solution

to Karttunen’s Problem. That is one argument in its favor. In the remain-

der of this section, I explain what the distinction between settled and open

questions amounts to and how it relates to modality in general.

3.1 Settled and Open Questions

I am seated at a diner, solving a sudoku puzzle, while deciding what to

eat for lunch. At this diner, the menu provides patrons with three options:

(1) tuna melt, fries, and coffee, (2) cheeseburger, fries, and coffee, and (3)

turkey club, fries, and coffee. No substitutions. Eventually, I will choose

one of the options off the menu, and I will enjoy it. But right now, since I

haven’t made my decision yet, the question what I eat for lunch today is still

open. Unfortunately, I take too long to decide, and the restaurant runs out

of cheeseburgers, eighty-sixing that option. While it was a possibility that I

eat a cheeseburger, it is no longer a possibility.

Meanwhile, I’m trying to figure out which numeral goes in the box below

the ‘2’ in the upper-left corner of my sudoku puzzle:

2 5 3 9 1
1 4

4 7 2 8
5 2

9 8 1
4 3

3 6 7 2
7 3

9 3 6 4
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I have determined that it might be a ‘3’, a ‘6’, or an ‘8’. For each box, the

only possibilities are the numerals ‘1’ through ‘9’, but there are additional

constraints: each numeral can only appear once in each row, once in each

column, and once in each bolded three-by-three square. When I started the

puzzle, the numerals ‘1’ through ‘9’ were all possible entries for the box below

the ‘2’ in the upper-left corner. I was eventually able to eliminate all but the

‘3’, ‘6’, and ‘8’. The others are no longer possibilities.

There are two salient open questions in the above scenario: what I eat

for lunch, and which numeral goes in the box below the ‘2’ in the upper left

corner. However, the sense in which these questions are open is different.

The lunch question is open in the sense in which we say that the future is

open: the correct answer to it hasn’t yet obtained, so to speak. There is

currently no correct answer for one to discover. The answer to it will be

determined after I make my choice and the relevant circumstances unfold.

Unlike the lunch question, there is a correct answer to the sudoku question.

In solving the puzzle, I am trying to figure out what the correct answer is. I

will say that whereas the lunch question is circumstantially open, the sudoku

question is epistemically open. It is open in the sense that I don’t yet know

what the correct answer is.9

9One might reasonably hold that the future is no more open than the past is. As a
matter of metaphysics, that is, one might hold that all openness is epistemic in nature. I
do not mean to prejudge the falsity of such a view. My distinction between circumstantial
and epistemic openness reflects what I take to be a conceptual difference that people
employ, one that I argue is reflected in our use of modal language. In other words, this
is descriptive, not revisionary, metaphysics. If you believe that there is no openness, this
will be (or ought to be) reflected in your modal judgments.
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Questions that are circumstantially open are settled by the obtaining of

the circumstances that answer the question. Questions that are epistemically

open are settled, for some epistemic subject, by the subject’s knowledge of

the answer to the question. In other words, facts settle circumstantially open

questions, and knowledge settles epistemically open questions. Thus, cir-

cumstantially open questions are future-oriented, though epistemically open

questions need not be.10

Now, in an attempt to give a more precise account of the difference be-

tween settled and open questions, we might be tempted to explain the dis-

tinction modally, by appeal to possible worlds. This is the approach taken by

Stefan Kaufmann (2002), Cleo Condoravdi (2002), and Justin Khoo (2015).

For example, Kaufmann takes as primitive a set of possible worlds and a set

of times, ordered by an ‘earlier than’ relation <. He then defines a “possible

history” as a function h from times to sets of worlds such that h(t’ ) ⊆ h(t)

whenever t < t’. For each time t, the set of worlds in h(t) are those that

are alike in all past events up to time t, but different after t. Kaufmann

speaks of these worlds as being “historical alternatives” to each other; they

are alternatives that share a history. It is in terms of historical alternatives

that Kaufmann defines settledness: a proposition is settled at w ∈ h(t) iff it

is true not only at w but at all worlds in h(t).11

10The distinction between settled and open questions is appealed to in (Kaufmann, 2002)
and (Condoravdi, 2002). See also (Khoo, 2015), which applies Condoravdi’s approach to
conditionals. The approaches taken in these papers build on earlier work in tense logic, in
which a distinction between settledness and truth is appealed to. See, for example, (Prior,
1967), (Thomason, 1970), (Thomason, 1984), and (Burgess, 1979).

11See (Condoravdi, 2002, pp. 80-1) for a related account. Although the account is
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This provides an account of what I am calling circumstantial settledness.

As Kaufmann indicates, we can extend the account to epistemic settledness,

or knowledge, by defining epistemic histories analogously to circumstantial

histories, in terms of what is known (to an epistemic subject) at a time. For

example, we can define k(s, t) as a function from a subject s and a time t to

a set of worlds that are alike with respect to what is known at that time by

that subject, such that k(s, t’ ) ⊆ k(s, t) whenever t < t’.12 The set k(s, t) is

a set of “epistemic alternatives,” alternatives that are alike with respect to

what is known by s at t. We can then say that a proposition is epistemically

settled for s at w ∈ k(s, t) iff it is true at all of the worlds in k(s, t).

I claim that this approach to explaining the settled/open distinction is

fundamentally mistaken. It gets the order of explanation backwards. Rather

than explaining openness in terms of modality, we need to explain modal-

ity in terms of openness. To make this case, it will help to highlight two

related consequences of the modal approach to explaining the settled/open

distinction. The first consequence is that a question is open if and only if,

among the possibilities, there are diverse answers to it.13 In slogan form:

Openness = Diversity. The second consequence is that a question is settled

stated as though settledness is a property of propositions, Kaufmann indicates that it is
the question whether the proposition is true that is settled or open.

12This ordering is not right. It captures the idea that knowledge is accrued over time,
but it doesn’t account for the fact that we often lose knowledge. Kaufmann opts for
a simpler non-dynamic account. The details are provided here merely to illustrate the
general approach, and won’t matter in what follows.

13This is closely related to Condoravdi’s “Diversity Condition,” which is a pragmatic
condition on the common ground of a context in which a possibility modal is uttered.
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if and only if every possibility provides the same answer to it. In slogan form:

Settledness = Necessity.

Circumstantial settledness is what Condoravdi calls historical necessity :

A sentence is historically necessary at time t if it is true at t re-

gardless of what the future is like. Historical necessity relies on a

structure of possibilities such that at any given time the past and

the present are settled whereas the future is open. (Condoravdi,

2002, p. 80)

Similarly, it falls out of this approach that epistemic settledness, or knowl-

edge, is equated with epistemic necessity. This accords, at least to some

extent, with the tradition of treating epistemic necessity as a priori knowl-

edge.14

I claim that both of the above consequences are false. Seeing why they

are false is essential, I claim, for understanding why it is a mistake to think of

epistemic necessity as a kind of knowledge, and, relatedly, for understanding

how to solve Karttunen’s Problem.

3.2 Reversing the Order of Explanation

I suspect that the modal account of the settled/open distinction is, to a

large extent, simply a byproduct of the use of Possible Worlds Semantics.

14This tradition arises from the seminal discussion of epistemic modality in (Kripke,
1980). See, for example, (Edgington, 2004), (Chalmers, 2011), and (Kment, 2012) for
further discussion of the view.
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If we take a set of possible worlds to serve as the basis for our account of

semantic content, then it makes sense to try to explain any relevant semantic

phenomena in terms of possible worlds. But I also suspect that the following

rationale plays a role: if I am trying to figure out the answer to some question,

and I manage to eliminate all but one possibility, that should suffice to settle

the question. If I know that there’s only one possible answer to the question,

then I know the answer to the question.

This line of reasoning is mistaken. Somebody might eliminate all but

one possible answer to a question, but still leave the question on the table,

treating it as unsettled. Why would somebody do this? Here’s one excellent

reason: arguments from elimination are notoriously bad arguments. Perhaps,

one thinks, considerations of the sort that lead one to eliminate all but one

possibility would also eliminate the remaining possibility. Or perhaps the

considered possibilities were not exhaustive. That is, perhaps there is a

possibility that hasn’t been considered. The important point is that there is

a step between eliminating all but one possibility and treating the matter as

settled.

Consider the following example, adapted from (von Fintel and Gillies,

2010, p. 362). Suppose that Chris’s ball is taken from her. She sees the

thieves place it in one of the three boxes—A, B, and C—that sit on the table

in front of her. The thieves open box A and tilt it toward her to reveal that it

is empty, and then they do the same for box B. Does Chris know that the ball

is in box C? Is the question settled? That depends on Chris’s tendency to
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trust that she really does know what all of the possibilities were, and which

ones are no longer possible. If she trusts these things, then she will take

herself to know where the ball is. If not, she might wish for more trustworthy

evidence—say, visual evidence of the ball in box C—in order to consider the

question settled. Others might not trust such visual evidence, and would

consider the question open until the ball could be physically touched. There

is no objective fact of the matter which evidence settles which questions.

In other words, whether a question counts as epistemically settled is not a

mere function of the evidence one has, nor is it a mere function of how many

possibilities remain. It depends in part on the trusting tendencies of the

person considering the question.15

There are other reasons why one might treat a question as open, even

though all but one possible answer have been eliminated. Some reasons stem

from the inherently social nature of discourse. I may have evidence that you

do not have, or I may evaluate the evidence that we both have differently

than you do. So, I might take a particular question to be settled, even

though I recognize that you do not. For reasons of politeness, I might treat

the question as open when talking to you.

For example, suppose that I am an experienced detective investigating a

murder for which there are three suspects. After gathering evidence, I feel

that the evidence so conclusively points to Killer Carlson that I take myself to

15See (Harman and Sherman, 2004) for an account of knowledge according to which one
knows that p just in case one’s evidence settles that p, where this can depend on what is
merely trusted or assumed to be the case.
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know that Killer Carlson is guilty. However, when talking to Killer Carlson’s

parents, whose unconditional love for their son renders them unwilling to

believe that he committed the crime, I leave the question whether he is

guilty on the table and simply explain how each piece of evidence eliminates

all of the other potential suspects. I treat the question as epistemically open

even though I take the matter to be settled.

Moreover, consider a logician who is presenting a new proof for Gödel’s

First Incompleteness Theorem at a logic conference. All of the logicians

present accept that the question whether the Theorem is true is settled.

Nevertheless, for the purposes of examining the proof, the question might

be treated as though it were open, since the point is to examine how the

possibility of the falsity of the Theorem is eliminated.

What is crucial for my purposes is that a question can be considered

open, either by a single epistemic agent or by a group of conversational par-

ticipants, even though only one answer is recognized as possible. It follows

that the modal account of the settled/open distinction is mistaken. Rather

than explaining openness in modal terms, I propose that we explain modal-

ity in terms of openness, by treating a possibility as an answer to an open

question. In the rest of this section, I flesh out the picture of modality that

results.

Corresponding to each type of openness, on this picture, is a different

kind of possibility:

Epistemic Possibility: For p to be an epistemic possibility just is for
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p to be an answer to an epistemically open question.

Circumstantial Possibility: For p to be a circumstantial possibility

just is for p to be an answer to a circumstantially open question.

In addition to the distinction between these two kinds of possibility, we can

also distinguish between different modal flavors. Whereas the above distinc-

tion concerns the kind of openness at issue, the different modal flavors arise

from the different sorts of factors that generate and eliminate possibilities.

In other words, modal flavors arise from the different types of modal ground,

or facts in virtue of which a proposition counts as a possibility.

What sorts of factors can generate and eliminate possibilities? The stan-

dard factors that we appeal to in our modal reasoning includes laws, rules,

physical abilities, strategies, norms, obligations, goals, essences, and informa-

tion. When we utter a modal statement with a particular flavor, we abstract

away from some of these factors and focus on others. For example, if I

am teaching someone to use a particular strategy in chess, they might ask

whether a given move is possible at a particular stage of the game. There

are different ways of interpreting this question. Suppose that the strategy

involves keeping one’s rooks at all cost, and the move would result in a rook

sacrifice. If we only consider the rules of chess, together with the current

state of the board, the move counts as a possibility. If we include the rook-

preserving strategy, then the move is eliminated as a possibility.16

16Kratzer’s modal semantic framework represents these factors as conversational back-
grounds, or contextually-supplied sets of propositions. In my view, doing so obscures
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Notice that, on this picture, modal properties are fundamentally transient

in the following sense. A question that once was open may now be settled.

An answer that was possible may have since been ruled out. In other words,

a proposition’s status as a possibility is not permanent. If a proposition is a

possible answer to an open question, and the question is eventually settled,

it is inappropriate to describe that proposition as a possibility. Doing so

involves a kind of presupposition failure. The proposition was a possibility,

but insofar as the question is no longer open, it is no longer a possibility.17

This transient conception of modal concepts is, on the face of it, at odds

with the more traditional “permanent” account in term of possible worlds.

A given world is thought to be a member of the set of possible worlds once

and for all. Its status as a possible world doesn’t change over time. That

might seem like a problem for my account. However, the permanent sense of

possibility is derivative from the more fundamental transient sense. To see

this, consider the set of possible chess games. As I am playing a particular

chess game, infinitely many possible chess games are eliminated as answers

to the question, “which game of chess is this one?” Yet, those eliminated

games are still members of the set of possible chess games. In what sense

are these chess games possible? Not as answers to the question concerning

the particular game being played. Rather, they are possible chess games

the fact that these particular factors are taken to be modally significant, insofar as they
are taken to generate and eliminate possibilities—that is, insofar as they are taken to
ground modal facts. We can form a conversational background out of any propositions,
but intuitively not every set of propositions corresponds to a modal flavor.

17See (MacFarlane, 2011, Section 7) for a discussion of this transient element of modals.
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in a general sense: they are the chess games that could be played on any

occasion, sort of like the menu that you can pick from when you sit down

to play. They are the answers to any question of the form “which game of

chess is this one?” when considered at the start of the game.

The set of possible worlds is similar. It is the set of answers to the

question “which world is this one?” when considered at the start, before

any worlds are eliminated as possibilities. There is no harm in referring to a

world which hasn’t obtained as a possible world, if what we mean is that it is

a member of this set of worlds that were possible at the start. However, the

danger of thinking of modality in terms of a set of possible worlds is that the

transient aspect of modal concepts—and the relativity to open questions—is

obscured. And, I claim, it is in terms of the more fundamental transient

conception that our ordinary modal concepts—the ones expressed by the use

of modal auxiliaries—are framed.

There is a particular consequence of this conception of modality that is

crucial for what follows. Since possibilities are answers to open questions and

necessity operators are universal quantifiers over possibilities, it follows that a

necessity claim is true relative to an open question. In slogan form: necessity

implies openness. This consequence illustrates the significance of reversing

the order of explanation of the settled/open distinction. Settledness is not a

kind of necessity. Openness does not amount to a diversity of possibilities.

There can be an open question with only one possibility. That is exactly

what happens in a case of epistemic necessity. In the next section, I argue
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that it is this consequence—that necessity implies openness—that enables us

to solve Karttunen’s Problem in a straightforward manner. That it does so is

a consideration in favor of the conception of modality from which it results.

4 Solving Karttunen’s Problem

In a given context, if one utters a sentence containing epistemic must, one

is universally quantifying over possibilities. Possibilities are answers to open

questions. So, when one utters a sentence with epistemic must, one presup-

poses that the question relevant in the context is open. In other words, one

does not propose to settle the question. One merely proposes to eliminate

any possibilities that do not entail the prejacent. By contrast, if one were

to have asserted the bare prejacent instead, one would have been proposing

to settle the question. When I am standing outside in the rain, I normally

would take my evidence to settle the question what the weather is like. That

is why it would be odd for me to say that it must be raining, when standing

outside in the rain. When I say this, I am leaving the question open. That,

in short, is the solution to Karttunen’s Problem.

Now, as von Fintel and Gillies (2010, p. 370) point out, we can somewhat

easily imagine a pedantic epistemologist who says “Well, I am getting the

kind of visual input that is only consistent with rain, so it must be raining.”

However, it is a mistake to say, as von Fintel and Gillies do, that must

is licensed here because the imagined epistemologist is treating the visual
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evidence as indirect. The reason must is licensed is that the epistemologist

is treating the evidence as insufficient to settle the question. Of course, it’s

possible that the epistemologist treats the evidence as insufficient because it

does not provide immediate access to the facts, whatever that amounts to.

In other words, there is some connection between indirectness and openness.

Typically, the more removed from the facts our evidence is, the more likely

we are to treat it as insufficient to settle a question. This loose connection,

I claim, explains why the data has been so misleading. It explains, that

is, why the data has been interpreted in terms of indirectness or inference,

rather than openness.

But the looseness of the connection between indirectness and openness

also helps to explain why we sometimes won’t use must despite obvious

indirectness. If I read in the newspaper that the movie we’re planning to

see starts at 7:00 pm, I would not utter (7) when asked what time a movie

starts, even though my evidence is indirect.

(7) The movie must start at 7:00 pm.

I take the newspaper listing (or my friend’s testimony) as sufficient to settle

the question what time the movie starts.18 It is openness, and not evidential

indirectness, that is signaled by epistemic must. And the reason that open-

18A similar explanation is available for the case of inference involving my perception of
the ‘X’ on the back of the Three of Clubs. I take my evidence to settle the question which
card was selected, even though an inference is involved. Likewise, when I taste the soup
and proclaim that it must have salt in it, I leave the question on the table in deference to
the chef who prepared it, even if I am confident in my abilities to detect salt.
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ness is signaled is simply because must quantifies over possibilities, which

are answers to open questions.

To help flesh this solution out, I provide a sketch of a particular semantic

theory of modals to illustrate how, in principle, this approach to thinking of

modality in terms of openness can explain the data. My goal in providing this

sketch is illustrative. I aim to make clear which features any semantic theory

would need to incorporate in order to provide an adequate solution to Kart-

tunen’s Problem along the lines suggested here. However, I will deliberately

avoid filling in details.

The main reason for not providing a complete semantic theory is that

doing so requires a particular account of truth-conditional content. The

most common account in Montogovian formal semantics appeals to possible

worlds. That, in and of itself, is not inconsistent with the central claim made

here, namely that the possibilities over which our modal operators quantify

are not possible worlds. However, I believe that if a set of possible worlds

lies at the foundation, problems will arise for any semantics that aims to

implement the sketch presented below. I argued above that the attempt

to explain the distinction between settled and open questions in terms of

possible worlds yields predictions that are fundamentally at odds with the

approach taken here. Moreover, since I hold that the truth of modal claims

depends on the grounds of possibility, we need a semantic framework that

is capable of representing grounding relations. There are frameworks that

are designed to capture grounding relations between different states, which
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I find promising, but it would take a good amount of space to present the

details of such an approach.19 In addition, a complete compositional account

of modal operators requires some explanation about how they interact with

and embed under other locutions, such as conditionals. However, this would

require a theory of conditionals, which would also take a good deal of space

to present.20

I want to bracket as many of these issues as possible. So, I will leave the

task of implementing the proposal in a fully compositional formal semantics

for another time. It is worth reiterating that my goal has not been to develop

a semantic theory that predicts the data. My goal has been to explain why

the data is the way that it is. In other words, my concern is with the

underlying rationale concerning what any formal implementation will need

to account for.

4.1 Sketching the Semantics

I take as my starting point a slight modification of the framework presented

in (Farkas and Bruce, 2010), according to which conversational participants

make proposals to update a shared conversational record.21 I use the term

19I have in mind the state semantics proposed in (Fine, 2015a), (Fine, 2015b). See
(Yablo, 2014) for a related semantics.

20Both Khoo (2015) and Starr (2014) present theories of conditionals according to which
the antecedent is an answer to a question under discussion, although both present their
theories in terms of possible worlds. See (Fine, 2012) for a theory of counterfactuals that
does not appeal to possible worlds.

21See also (Murray, 2014), and (AnderBois, et.al., 2010) for use of a similar framework
in terms of proposals to update the conversational record. The appeal to “questions under
discussion” as a structuring element of discourse originates with Ginzburg (1996) and
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‘conversational record’ instead of the more common term ‘context’ in order

to avoid conflating the representation of the state of the conversation (that

is, the conversational record) with the concrete situation in which the conver-

sation is taking place, which may be thought to ground the conversational

record, so to speak. What is essential to the framework is that, in a dis-

course, the participants interact as if there were a shared representation of

the state of the conversation, and it is in terms of the shared conversational

record that we can explain the significance of the conversational moves that

are made.22

Exactly how much conversational structure we need to build in to each

conversational record depends on which aspects of discourse we hope to ex-

plain. For my purposes, I take each conversational record to contain a set

of Open Questions, a set of possible Answers corresponding to each open

question, a set of Facts that are taken to be settled, and a set of Proposals

to update the conversational record. Formally, we can represent each con-

versational record as a quadruple of the form <Q, A, F, P> where Q is a

sequence of questions and A is a corresponding sequence of sets of alternative

answers, F is a sequence of propositions accepted as facts by the conversa-

tional participants, and P is a sequence of proposals made to update the

conversational record.23

Roberts (2012).
22I believe that there is good reason to analyze the meaning of modal discourse in terms

of a shared record, as opposed to a more individualistic analysis in terms of updates to
individual’s information state, as in (Yalcin, 2007) and (Willer, 2013). However, I won’t
argue this point here in the interest of space.

23It is worth noting that my approach differs from the other approaches mentioned
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In this framework, when one asserts an answer to an open question, one

proposes to update the conversational record by adding a proposition to the

sequence of Facts and taking the question off the table. In other words, if

the proposal is accepted, then the question is eliminated from the sequence

of Open Questions. The purpose of asserting the answer to an open question

is to settle the question.

The main semantic proposal that I make here is that the purpose of

asserting a modal proposition, a proposition of the form �φ and ♦φ, is not to

answer, or settle, the open question to which it pertains, but rather to add or

eliminate possible answers to the open question in the conversational record.

Possibility modals are used to assert that some possibility—some answer—

pertaining to the question under discussion entails the prejacent. Necessity

modals are used to assert that every possibility entails the prejacent (or,

in other words, that the prejacent is the only possibility). When a modal

proposal is accepted, the structure of answers is brought in line with the

assertion, but the open question to which it pertains remains on the table.

We can formalize the truth-conditions in a preliminary way as follows,

where c is a conversational record, qn is the nth member of Qc, and an is the

above, and from the framework of Inquisitive Semantics more generally, in that I do not
treat the meaning of a question as the set of its possible answers, as in (Groenendijk and
Stokhof, 1997) and (Ciardelli, et.al., 2009). It doesn’t matter for my purposes here exactly
what the meaning of a question is, as long as it is distinct from its possible answers. For
the sake of illustration, we can think of the meaning of a question as an open proposition,
representable in terms of lambda-abstraction, where the free variable corresponds to an
object in the case of a WH-question or a truth-value in the case of a polar (yes/no)
question. See (Ginzburg and Sag, 2001) for an approach to the semantics of questions
along these lines.
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nth member of Ac:

(8) Jmight φKc,qn = 1 iff (∃x | x ∈ an)(x entails φ)

(9) Jmust φKc,qn = 1 iff (∀x | x ∈ an)(x entails φ)

Whether the condition on the right hand side of each bi-conditional obtains

depends, roughly, on whether there obtain modally significant facts—those

that generate and eliminate possibilities—that ground the possibilities in

question. Thus, in order for a modal claim to be appropriate in a particular

context, the set of Facts in the conversational record must contain the ap-

propriate modally significant facts, or an existential generalization over such

facts.24 We can relativize modal claims to particular sets of such facts—facts

about what the laws are, facts about what one’s goals are, etc.—in order

to capture different modal flavors. However, since the focus of this paper is

epistemic modality, I will ignore this complication of accounting for different

flavors in what follows.

Exactly what grounds an epistemic possibility is a question about the

metaphysics of epistemic modality, which I won’t say much about here.

One might hold that mere logical consistency with what is known suffices

to ground an epistemic possibility. One might hold that something more is

needed, such as a certain degree of probability or some positive evidence.

24In some cases, one might wish to withhold the specific information in virtue of which
a particular proposition counts as a possibility, or is eliminated as a possibility, while
asserting that it is or is not a possibility. The assertion will be true only if there exists
such a fact, and so the existential generalization will be accommodated if the proposal is
accepted.
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Conversational participants might disagree about what counts as a possibil-

ity, and I think it’s plausible to hold that there is no objective fact of the

matter, though I leave this issue for another time.

4.2 Illustrating the Semantic Sketch

To see how the semantic proposal works, it will help to consider an example.

Consider the following discourse situation between Jodi and Owen, who are

just outside the living room in which Fay, Arden, and Oscar are playing.

Jodi and Owen hear a crash and some shouting. When they enter the living

room, Jodi’s priceless vase is in pieces, and the occupants have fled the room.

Jodi and Owen know, based on the shouting, that one of the three broke it,

but they don’t know which one. Exasperated, Jodi asks aloud, “Who broke

the vase?” We can represent the conversational record at this early stage of

the conversation, in which Jodi has proposed a question to be discussed, as

in Figure 2.

The vertical dots in the Facts column represent the fact that there are

more propositions whose truth is taken to be settled by Jodi and Owen than

are represented here. The Facts column is meant to correspond to what

Stalnaker has called the context set.25 The context set is, roughly, the set

of possible worlds consistent with all of the information that is presupposed

to be common knowledge by the conversational participants. If our frame-

25See, for example, (Stalnaker, 2014).
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Open Questions Facts Proposals

Q1: Who broke the vase? F1: Only Fay, Arden, and

Oscar were in the room.

XP1: Who broke the vase?

A1: {Fay, Arden, Oscar}
...

Figure 2: Conversational Record - Early Stage

work uses possible worlds at the foundation, then there is no problem with

representing this information in terms of a set of possible worlds. What mat-

ters for my purposes is that the conversational record represent information

whose truth is taken to be settled by the conversational participants. I ap-

peal to the propositions themselves, rather than the set of worlds consistent

with those propositions, but nothing hangs on this choice.26

Now, suppose that Arden approaches Jodi and Owen and reports that

she did not break the vase. If they take her at her word, her testimony will

have the result of settling the question whether Arden broke the vase, which

26To be clear, it is not essential that the propositions listed in the Facts column actually
be true. The column represents what the mutually known facts are taken to be by the
conversational participants.
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Open Questions Facts Proposals

Q1: Who broke the vase? F1: Only Fay, Arden, and

Oscar were in the room.

XP1: Who broke the vase?

A1: {Fay, Arden, Oscar} F2: Arden did not break the

vase.

XP2: Arden did not break

the vase.

Q1.1: Did Arden break the

vase?

A1.1: {Yes, No}

Figure 3: Conversational Record - Slightly Later Stage

we can add to the conversational record as a subsidiary to the main question

under discussion. The settling of this subsidiary question also eliminates one

of the possible answers to the main question under discussion, as illustrated

in Figure 3.

Now, suppose that Oscar comes forward and testifies that he did not

break the vase either, and suppose that his testimony is accepted by Jodi

and Owen. That would leave one possibility: namely, that Fay broke the

vase. At that point in the conversation, is question Q1 settled?

That depends on Jodi and Owen. They might take the matter to be

settled. If so, the question comes off the table and the proposition that Fay
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broke the vase gets added to the Facts column. But they might choose to

leave the question on the table. What if Fay comes forward and testifies as the

others have? Perhaps they want some positive confirmation—a confession,

surveillance footage—before treating the matter as settled. Whether they are

inclined to treat the question as settled will affect whether they are inclined

to assert (10) or (11).

(10) Fay must have broke the vase.

(11) Fay broke the vase.

An utterance of (10) is true just in case every answer to the open question

entails that Fay broke the vase. When (10) is asserted, and the proposal is

accepted, the question does not come off the table. However, the question

would come off the table if an assertion of (11) were accepted. It is this

difference—that the question only comes off the table when the bare prejacent

is asserted—that explains the data in Karttunen’s Problem.

Why is it that when I am standing outside in the rain and my friend calls,

asking what the weather is like, it would be more appropriate to respond with

(2), rather than (3)?

(2) It is raining.

(3) It must be raining.

When my friend asks the question what the weather is like, the question is

added as an Open Question to the conversational record. If I respond with
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(2), and my proposal to update the conversational record is accepted by my

friend, then the question comes off the table. However, if I respond with (3)

and my proposal is accepted, the question remains open and any possible

answers in which it is not raining are eliminated. Why would I leave the

question on the table? I wouldn’t if I had evidence that sufficed to settle the

question. Thus, my utterance of (3) implicates that my evidence does not

settle the question. This is why epistemic necessity modals signal a weaker

epistemic position.

5 Conclusion

At the top of this paper, I considered a natural story about epistemic neces-

sity that consists of two claims:

(i) Epistemic necessity modals are universal quantifiers over possibilities

compatible with what is known.

(ii) Possibilities are possible worlds or possible world states—ways that the

world could be.

I have argued for an account of epistemic necessity that takes issue with the

second claim.

Note that by doing away with the requirement that we think of pos-

sibilities as maximal objects, we can straightforwardly explain the modal
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reasoning involved in solving a sudoku. I am trying to figure out which nu-

meral goes in a particular box, and I determine that it might be a ‘3’, a ‘6’,

or an ‘8’. Eventually I see that it cannot be a ‘3’ and it cannot be an ‘8’.

So it must be a ‘6’. Indeed, it is a ‘6’. Now, there are no possible worlds

in which it is a ‘3’ or an ‘8’, for the same reason that there are no possible

worlds in which 2 + 2 = 5. But if we think of possibilities, not as maximally

consistent sets of propositions (or the denotations thereof), but as proposi-

tions that provide answers to open questions, there is no puzzle explaining

what is meant when it is said that the numeral that goes in the box might be

a ‘3’. The rules of the game determine that the numerals ‘1’ through ‘9’ are

possibilities, which we gradually eliminate by constructing deductions. We

don’t need to revert to Meinongianism by invoking impossible worlds.27 We

just need to be clearer about what kind of thing a possibility is.

With respect to Karttunen’s Problem, the reason that the second claim

is fails is that the question which way the world is—the question relative to

which the set of possible worlds provides the set of answers—is never settled.

It always remains open, no matter how many possibilities we eliminate. In

order to explain the data in Karttunen’s Problem, and in order to explain

the dynamics of modal discourse more generally, we need to represent possi-

bilities as answers to open questions that sometimes can and will be settled.

Only then can we appreciate the distinction between asserting an epistemic

necessity claim and asserting the bare prejacent.

27See (Priest, 2016) for a recent defense of this sort of neo-Meinongianism.
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